Project #2 for the Biomedical Information Retrieval Course
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Does the word-frequency distribution of a scientific document collection follow Zipf’s Law?
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2. Learning Objectives
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Background: Zipf’s Law
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Dataset
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Implementation:

Part I — Text Preprocessing
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Step 1 — Tokenization

Step 2 — Case Folding )4 : Data, data, DATA #% 4% = : data

Step 3 — Punctuation Handling &2 : data, data. data; % punctuation

Step 4 — Stopword Handling & > & fisk & © % § stopwords # 4 stopwords
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Step 5 — Stemming or Lemmatization I ‘> ¥ % - 4 : Stemming or Lemmatization

Part II. — Build the Vocabulary & = collection vocabulary P
e Number of documents
e Total number of tokens
e Number of unique terms

e Average tokens per document

Part III — Collection Frequency
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CF (t) = number of times term t occurs in the entire collection
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Part IV — Document Frequency
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Part V — Plot the Zipf Distribution
Experiment 1 — Rank vs Frequencyr
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Required Analysis 3% % 11 F* 4%
Question 1 Does your document collection follow Zipf’s Law?
Question 2 What is your estimated Zipf exponent?

Question 3 Is RZsufficient to prove that the distribution follows Zipf’s Law? L iR eI
d

Question 4 Which portion of the rank-frequency curve fits Zipf’s Law best?

(3##.% High-frequency terms, Middle-frequency terms, Low-frequency terms)

Part VI — Effect of Preprocessing
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Condition A — Basic preprocessing (Tokenization, Lowercase)
Condition B — Remove punctuation

Condition C — Remove stopwords

Condition D — Lemmatization or stemming

Analysis Question ¥ ¥ : How does preprocessing affect the Zipf distribution?
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Part VII — CF vs DF
EHI S 20 B terms o

CF(t)

DF(t)
e
Term CF DF
data
model

algorithm



Term CF DF
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Question 1 Why can a term have a high CF but relatively low DF?

Question 2 Which measure tells us whether a term is widely distributed across documents?

Question 3 Why are CF and DF both important in Information Retrieval?

Part VIII — Connection to TF-IDF

Information Retrieval # i * inverse document frequency :

N
idf (t) = log 7O

e N : number of documents
e df(t) : document frequency
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% ¥ © Why do very common terms generally receive lower IDF values?
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Part IX — Information Retrieval Implications

FHE B ¥ 300-500 words © Why does Zipf’s Law matter to an Information Retrieval
system?
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2. Inverted Index
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e Index storage

e Index compression
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Optional Challenge — Compare Two Domains
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500 Medical abstracts

500 Computer Science abstracts
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Measure Domain A Domain B
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Final Challenge
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If Zipf’s Law is only an approximate empirical property rather than an exact law of language,
why is it still useful for Information Retrieval?
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One-Page Executive Summary
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What did you learn from analyzing 1,000 scientific abstracts that you could not learn simply
by reading the textbook?
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Finding 1 i% &7 corpus €_F {* & Zipf’s Law ?
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Finding 3 Preprocessing . % i¢ = * AR E?
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Research Questions i% ¢ final report & Zf I > w % 120 T $7.0 B 4E ¢

RQI Does the frequency distribution of terms in the 1,000 scientific abstracts follow Zipf’s
Law?

RQ2 What is the empirical Zipf exponent of the corpus?
RQ3 How does text preprocessing affect the observed Zipf distribution?
RQ4 What is the relationship between Collection Frequency and Document Frequency?

RQS5 Why is Zipf’s Law relevant to Information Retrieval?



